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Why Topic—Recall Our Input
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Why Topic? (cont.)

* |R —text to real number vector (Baeza-Yates and Ribeiro-
Neto, 1999), tfidf (Salton and McGill, 1983)
— Tfidf — shortcoming: (1) Lengthy and (2) Cannot model
Inter- and Intra- document statistical structure
* LSI —dimension reduction (Deerwester et al., 1990)

— Advantages: achieve significant compression in large
collections and capture synonymy and polysemy.
 Generative probabilistic model — to study the ability
of LSI (Papadimitriou et al., 1998)

— Why LSI, we can model the data directly using
maximum likelithood or Bayesian methods.



What Is Topic?

“Arts” “Budgets” “Children” “Education™
NEW MILLION CHILDREN SCHOOL

FILM TAX WOMEN STUDENTS
SHOW PROGRAM PEOPLE SCHOOLS
MUSIC BUDGET CHILD EDUCATION
MOVIE BILLION YEARS TEACHERS
PLAY FEDERAL FAMILIES HIGH
MUSICAL  YEAR WORK PUBLIC

BEST SPENDING PARENTS TEACHER
ACTOR NEW SAYS BENNETT
FIRST STATE FAMILY MANIGAT
YORK PLAN WELFARE NAMPHY
OPERA MONEY MEN STATE
THEATER PROGRAMS PERCENT PRESIDENT
ACTRESS  GOVERNMENT  CARE ELEMENTARY
LOVE CONGRESS LIFE HAITI

The William Randolph Hearst Foundation will give $1.25 million to Lincoln Center, Metropoli-
tan Opera Co., New York Philharmonic and Juilliard School. “Our board felt that we had a
real opportunity to make a mark on the future of the performing arts with these zrants an act
every bit as important as our traditional areas of support in health, medical research. education
Hearst Foundation President Randolph A. Hearst said Monday in
announcing the grants. Lincoln Center’s share will be $200.000 for its new building. which
will house young artists and provide new public facilities. The Metropolitan Opera Co. and
New York Philharmonic will receive $400.000 each. The Juilliard School. where music and
the performing arts are taught, will get $250.000. The Hearst Foundation. a leading supporter
of the Lincoln Center Consolidated Corporate Tund. will make its usual annual S100.000
donation, too.

and the social =ervices.”




What 1s Topic? (cont.)

pan! money!

» Usage of a theme:
Summarize topics/subtopics
Navigate documents
Retrieve documents
Segment documents

All other tasks involving unigram
language models

pnoney! loan!

Mixture Mixtiie Bayesian approach: use priors
components  weights Mixture weights ~ Dirichlet( o)
Mixture components ~ Dirichlet( )




Topic Model Family Member

 Directed graphical model (Bayesian network model)

 Undirected graphical model (Markov random field,
restricted boltzmann machines)

« We will only focus on directed graphical model In
this talk.




Bayesian Network for modeling document
generation




Two state-of-the-art topic models:

- PLSI
- LDA




Notations

M: #documents in the whole corpus
K: #topics
V: #vocabulary

w, z : bold font means words or topics in the whole corpus
w : aword, z : atopic, d : a document

m: the index of document, m=1to M
N,.: #words in m* document

n: the index of word in a document, n=1to N,
— W, : the n" word of m® document
— Zp, - the nword of mt" document is denoted by topic z,, ,

k: the index of topic, k=1 to K

t: the index of word in the vocabulary, t=1 to V

n .. the number of times word w, is generated by topic z,
N, - the number of times topic z, occurs in document d,,




Probabilistic Latent Semantic Indexing
(PLSI)




PLSI Model

'ke[l,K]

NE[1,N]
me(l,

M]




Matrix Interpretation

documents dims
dims documents
LSA =i = z z T
. = ™ —_ = E =
= = -
documents topICsS
documents
TOPIC " @ %
- —~ L - -
MODEL 5 ( = 5 O & Q)
= = = -
normalized mixture mixture
co-occurrence matrix components weights

 In the topic model, the word-document co-occurrence matrix is split into two parts:
a topic matrix ® and a document matrix ®. Note that the diagonal matrix D in LSA
can be absorbed in the matrix U or V, making the similarity between the two
representations even clearer.



Example 1: products

Item
W X Y Z "\ X Y Z
A 4.5 2.0 Alizos 1.5 1.2 1.0 0.8
. B |40 3.5 Bli40.09 1.7 06 1.1 0.4
g — X
> C 5.0 2.0 Clis510
D 35 4.0 1.0 D|1.20.8
. . User Item
Rating Matrix Matrix Matrix

 Benefits:
— Discovering “latent profile” in input matrix
— Recommending new products to customers
— More



Example 2: images
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Example 3: documents

Encyclopedia entry:
'‘Constitution of the
United States’

president (148)
congress (124)
power (120)
united (104)
constitution (81)
amendment (V1)

U

X
input documents

court president
government | served
council governor
culture secretary
supreme senate
constitutional| congress
rights
flowers disease
leaves behaviour
plant glands
perennial contact
flower symptoms
plants skin
growing pain
infection

U

latent topics

VT
docs represented

i



Example 4: videos

Video D = Low-rankappx. A + Sparseerror F/




PLSI as a Mixture Model

K
p(wm.n) - ﬂ'Bp(wm.ﬂ ‘ ¢B) + (1 - ﬂ'B)Z gm.kp(wm.ﬂ ‘ ¢k)
k=1

log p(w,) = " log A p(w,,, | 6) +(1— 2)3 6, 00w, | 4]

n=l1

Document d

warning 0.3

Theme ¢, JREeP “Generating” word w

in doc d in the collection
Aid 0.1

Theme ¢, SN
support 0.02 ..

statistics 0.2

<>

loss 0.1
Theme ¢, dead 0.05 A
0o .. ¢B
Is 0.05
Background ¢; > the 0.04 Parameters:
a0.03.. Ag=noise-level (manually set)

O’s and ¢’s are estimated with Maximum Likelihood




Formal Description




Maximum-likelithood

 Definition
— We have a density function P(x|®) that is govened by the set of parameters ©,
e.g., P might be a set of Gaussians and ® could be the means and covariances

— We also have a data set X={x,...,x\}, supposedly drawn from this
distribution P, and assume these data vectors are i.i.d. with P.

— Then the log-likehihood function is:

L(®]X)=log p(X [©)=log] | p(x, |©)=)_log p(x|®)

— The log-likelihood is thought of als; a function oflthe parameters ® where the
data X is fixed. Our goal is to find the ® that maximizes L. That is

® =argmax L(®| X)
Q)



PLSI Model

 Following the likelihood principle, we determines ¢ and 6
by maximizing of the log-likelihood function

M N
L(®,0) = > > n(dmn,wmn)logP(dm,wm,n)
m=1n=1
M Nm ﬂ{:dn-e w } K
— Z n(dm] ]Dg Pfdm] -+ Z T ]ﬂgz P(wm,n|3k)P(3k|dm)
m=1 n=1 ﬂ{d?n) k=1
= D n(dm) [log Pdm)+ Y ————"""210g ) _ bk u,, . Om.k
m=1 n=1 ﬂ{dm) k=1
where ¢ = [(;5?1 ,¢K],Ekez Gkk>E[1.K]

and © = |0,,.--- ,0r|.dy, €D

G--@

nel1,N,]




Recall Jensen Inequality

Andrew Ng. Part IX: The EM algorithm. CS229 Lecture Notes.



Jensen’s Inequality

« Recall that f is a convex function if f ”(x)>0, and f is strictly convex
function if f "(x)>0

 Letfbeaconvex function, and let X be a random variable, then:

E[f(X)]> f (EX) o
f(b)
FE[X])

® o
a E[X] b

« Moreover, if f is strictly convex, then E[f(X)]=f(EX) holds true if and only
If X=E[X] with probability 1 (i.e., if X is a constant)



Basic EM Algorithm

« However, Optimizing the likelihood function is analytically intractable but when
the likelihood function can be simplified by assuming the existence of and values
for additional but missing (or hidden) parameters:

L@©]X) =) log p(x |©) = > log > p(x,z|®)

« Maximizing L(®) explicitly might be difficult, and the strategy is to instead
repeatedly construct a lower-bound on L(E-step), and then optimize that lower
bound (M-step).

— For each i, let Q; be some distribution over z (3_,Qi(z)=1, Qi(z)>0), then

N | 0 0. @ | o ;0. @
Zlog;p(x”,z“,@)=Zlogzz(i;Qi(z”) p()zgi(zz(‘)) )ZZ;Q(Z()NOQ p()zgi(;w) )

— The above derivation used Jensen’s inequality. Specifically, f(x) = logx 1s a concave
function, since £’(x)=-1/x<0

E[f (X)]> f(EX)




Basic EM Algorithm (cont’)

« In the summation is just an expectation of the quantity [p(x",z"|®)/Q;(z")] with
respect to z) drawn according to the distribution given by Q.. By Jensen’s
Inequality, we have

p(x",z";0) p(x",z";0)
T(Ew ol ) )
' Q (") Q (")
— Now, for any set of distributions Q;, we gives a lower-bound on L(®).
« There are many possible choices for the Q;. Which should we choose?

— Have current guess 0, try to make the lower-bound tight at the value of ©.

— To make the bound tight for a particular value of ®, we need Jensen’s inequality to
hold with equality. we require that X is a constant, i.e.,

p(X(i), Z(i);®) B
Q")
— Since we know that ¥,Q.(z)=1, this further tells us that
p(x(i), Z(i);@)) p(x(l) Z(I) @)
> p(x",z;0)  p(x?;0)

— Thus, we simply set the Q,’s to be the posterior distribution of the z()’s given x( and
the setting of the parameters ®

D=E;  [T( )]

Q(z") = =p(z? x7;0)



Basic EM Algorithm (cont’)

Repeat until convergence {
(E-step) For each i, set

Q(2"V) = p(z" |xV;0)
(M-step) Set

} O = arg mg_XZZQi(Z(i))log p(x(i)’z(i);(@)

0 Qi(z")




Proof of Convergence

« Suppose OO and @1 are the parameters from two successive iterations of EM.
We will now prove that L(@O)< L(O@®1D), which shows EM always
monotonically improves the log-likelihood.

p(X(i), Z(i);®(t+1))

LO") 2330 (")log HE ®
_ (i) 0. @0

_ L(@(t))

— Inequality (1) comes from the fact that

L(©) =Y 3 Q (z")log p(x”,2";0)

— ()
iz Qi (Z )
« Holds for any values of Q;and ©, and in particular holds for Q;=Q,®, @= 1),

— Inequality (2) used the fact of M-step that @1 is chosen to maximize the lower
bound.




Another interpretation| 5 i e e
N function L .to be the same as
f = p(X|®)= J‘Z poc(l(,ZZ)’ ©) q(z)dz> L = H( poc(l(’zz), ®)) the original function f

st. [ a@)=1 ©={P(W|2), p(z|d), p(2)}

As g(z) is a valid probability distribution over h. Thus we have a logarithm
form of the bound (Neal and Hinton, 1993)

og [H( s ®))q<z>]= J,a()log p(X,2,0) - a(2) log a(2)¢z

Adding Lagrange multiplier for the constant g(z), we have

log L= 21— [ a(z)dz)+ [ a(z)log p(X,z,0) —q(2)log q(z)dz

dL
dq(z) o Lrleg p(X.2.0)~loga(z) =0 1\ o il ida(2)=0 the lower
p(X,z,0) bound L equates to the
Z) = =p(z| X,0 i
d(z) L 2(X 2.0z p(z| ) original problem f



By KL-Divergence

L= a(2)log p(X,z,©) —q(z)log g(z)dz
— p(sz’®)
_Lq(z) log a(2) dz

p(X, z,@)}
q(z)

= Eq(z) [Iog

_ q(z)
=&y ['09 @)} +10g p(X.®)|  Recall what is X in our

p(z| X, !
——D((2) || p(z| X, B)) + log p(X,©) PTODIEM.

Finding g to get a good bound is the E-step of the algorithm.
To get the next guess for 6, we maximize the bound over 6. this is the M-
step. This step is problem-dependent The relevant term of G is




Using EM to derive PLSI




E-Step

» Glven parameters, calculate the posterior probability
of hidden variable.

P(zg|dm, we; ©, @)
P(zk, dm, wt)
Zfil P(z;, dp, wy)
P(wy|dy,, 2) P(2g|dm ) P (d)
15y Plwtldm, 20) P(z1]dm) P(dm)
P(wi|dm, z) P(zk|dm)
S0y P(wrldm, 21) P(z1|dm)
Ok tOm. &
S D1eBmi

q(zk)




L_ower Bound

 Introduce posterior probability of hidden variable into log-likelihood
and get lower bound of log-likelihood, and then maximize the lower
bound to calculate new parameters.

« First, we assume p(d;) « n(d;), thus it does not influence the log-
likelihood:

M N,, K
L= Z Z n(dymy Winm) logz Pk w,, .. Om.k
k=1

m=1n=1

« Second, we get the lower bound as:

M N, K Pk, Ol
L= 303 nldm; W) g3 Plekldm, wmn) g

m=1n=1 k=1

> Sh% d 3 P(z.|d log —Jkm.nOm.k
- Z Zﬂ( m}wm,n)z (zkl mjwm,n) Dgp

m=1n=1 E=1 (zk|dm5~ wm.,n)




M-Step

We introduce lagrange multiplier A with the constraint Zl;l ¢rt =1, and
derive the partial derivative of ¢ ; from the lower bound of L:

_ Zif:l ﬂ{dm:wt)P(zkldmﬁwt)
IPy. 4 Pkt

With constraint Zf_l e;ékt — 1, we can get:

+A=0

Z Zﬂ(dm,wm ”)P{zkldm:wm n)

m=1n=1

Thus:

S M n(dpy wy) P2k |y wr)

Zivil Zle n(dy, wm,ﬂ)P{zkldm: wm,n)
Then 6,, ;. is calculated in the same way.

fisk,t —



The final update Equations

« E-step: O

K
Z =1 9!,r¢m,f

q(z)=P(z|d,w)=

* M-step:
z:;l n(dm ? W.f )P(Zk ‘ dm ’Wr)
Z:.il Zj:”; n(dm 2 Wm,n)P(Zk ‘ dm ’wm,n)

6., =Pw,[z)=

Ziln( m? M)mn)P(Z ‘a]m Wr)

m - P(Z ‘ a’m) -
k k Zm 122'1 n( m? m n)P(Zk ‘ (im m, n)
P(z |d
P(Zk) _ Z Z ( wmn) (Zk ‘ m? W)
Z Z m m n



Coding Design

. Variables:
. double[][] p_dz n //p(d|z), |D]*|Z|
. double[][] p_wz_n [/ p(w|z), [W|*|Z]
. double[] pzn /p@, |Z

. Running Processing:

1. Read dataset from file

ArrayList<DocWordPair> doc; // all the docs
DocWordPair — (word_id, word_frequency_in_doc)

2. Parameter Initialization

Assign each elements of p_dz_n, p_wz_n and p_z_n with a random double value, satisfying Y 4
p_dz n=1,Y4p_wz_n=1,and > 4p_z n=1

3. Estimation (Iterative processing)
1. Updatep dz n,p wz nandp_z n

2.  Calculate Log-likelihood function to see where ( |Log-likelihood — old_Log-likelihood| <
threshold)

4, Outputp dz n,p wz nandp z n



Coding Design

« Updatep dz n
For each doc d{
For each word w includedind {
denominator = 0;
nominator = new double[Z];
For each topicz {
nominator[z] = p_dz_n[d][z]* p_wz_n[w][z]* p_z_n[Z]
denominator +=nominator[z];
} // end for each topic z
For each topicz {
P_z condition_d_w = nominator[j]/denominator;
nominator_p_dz_n[d][z] +=tf,4*P_z_condition_d_w;
denominator_p_dz_n[z] +=tf,,*P_z_condition_d_w;
} // end for each topic z
}/ end for each word w included in d
}/ end for each doc d

For each doc d {
For each topic z {
p_dz_n_new[d][z] = nominator_p_dz_n[d][z]/ denominator_p_dz_n[z];
} /1 end for each topic z
}/ end for each doc d



Coding Design

« Updatep wz n
For each doc d{
For each word w includedind {
denominator = 0;
nominator = new double[Z];
For each topicz {
nominator[z] = p_dz_n[d][z]* p_wz_n[w][z]* p_z_n[Z]
denominator +=nominator[z];
} // end for each topic z
For each topicz {
P_z condition_d_w = nominator[z]/denominator;
nominator_p_wz_n[w][z] += tf,,*P_z_condition_d_w;
denominator_p wz_n[z] +=tf,,,*P_z_condition_d_w;
} // end for each topic z
}/ end for each word w included in d
}/ end for each doc d

For each w {
For each topic z {
p_wz_n_new[w][z] = nominator_p_wz_n[w][z]/ denominator p wz_n[z];
} /1 end for each topic z
}/ end for each doc d



Coding Design

« Updatep z n
For each doc d{
For each word w included ind {
denominator = 0;
nominator = new double[Z];
For each topicz {
nominator[z] = p_dz_n[d][z]* p_wz_n[w][z]* p_z_n[Z]
denominator +=nominator[z];
} /1 end for each topic z
Foreachtopicz {
P_z condition_d_w = nominator[z]/denominator;
nominator_p_z_n[z] +=tf,*P_z_condition_d_w;
} /1 end for each topic z
denominator_p_z_n[z] +=tf,;
}/ end for each word w included in d
}// end for each doc d

For each topic z{

p_dz_n_new[d][z] = nominator_p z n[z]/ denominator p z n;
} // end for each topic z



Distribution of

P(z|d

document over topics

PLSI(SIGIR’99)

Distribution of topic

ke [1,K]|

’@
Zm,n

NELN,]

N\ ME[LM]

P(d)

()




LDA (MLR’03)

Wibution of topic
I Xover words
KE[1K]
Zm,n

NELN,]

N\ ME[LM]

Distribution of
document over topics

a, f. Prior distributions




Modeling Authors with Words

(AAAI’09 workshop)
w bution of author
Uniform distribution of Y ¢k Xover words
document over authors le[1,L]
Xm,n
NE[1,N,]
N\ ME[LM]

y, . Prior distributions




Author-Topic Model (UAT’'04, KDD’05)

O ®
o

le[1,L] KE [LK]
Xm,n Zm,n

netl Ny
me [1,M]

y, B Prior distributions

Distribution
of author
over words

Distribution
of topic over
words

Uniform distribution of
document over authors




Latent Dirichlet Allocation (LDA)




LDA Model

@ For each topic zi, with k € [1, K]:

e generate a topic distribution

over the vocabulary
@ ¢k ~ Dir(B);

kE[L,K] @ For each doc d,,, with m € [1, M]:

o Generate a document
distribution over topics
O ~ Dir(a);

o Generate document length

NE [L.N] N,,, ~ Poiss(£).
me[1,M] o For each word wy,, , with
n € [1,N,,]:

@ Generate a topic
Zrm,n ~ Mult(6,,);

e Generate a word
W ~ Mult(d.,, ).




Three-level Representation

oflo

ke[1,K]

OHOLo-©

NE[1,N,]
me([1,M]

Similar model can be referred to
hierarchical models (Gelman et al., 1995),
or more precisely as conditionally
Independent hierarchical models (Kass
and Steffey, 1989).

.« a,p, @ are corpus-level parameters
— Sampled once when generating a corpus

- 0., are document-level variables

— Sampled once per document

* Z W o are word-level variables

— Sampled once for each word in each document



Relationships with Other Latent Models

Unigram

pw,)=[]p0v,,)

NE[1,N,]

me|l,
M]

@

Mixture of unigrams

p(w,)=> p(z)[ [ P, 12)

ne[1,N, ] Problems: Each document exhibits exactly one topic.
me(l, This assumption is often too limiting to effectively

M1 model a large collection of documents.

PLSI/Aspect model
< ¢m,n Nm K

= d

ne[l’Nm] kE[l,K] p(wm) H;p(wmn |Zk)p(zk| m)

me(l,

i Problems: (1) p(z,/d.,) only model the documents in the training data set and cannot for the
unseen document: and (2) the parameter KV+KM arows linearly in M and thus overfitting.



Joint Probability sl

@ The probability of the n-th word in m-th document being word % is:

K
P(wyn = 0, ®) =Y P(wyn = tox) P(2m,n = k|0;)
k=1

where & = {¢,} K, .

@ We write the joint probability of words, hidden variables, and parameters in
one document as:

—

Nm
P (W, Zm Oy @1, B) = P(0| @) P(®|B) | | P(wmnldz, ) P(Zimn|0m)
n=1

@ Then the joint probability in the whole corpus as:

M

K N
PWﬂ@@mmHHMQH(H%WH?MM@MW%M%Q
k=1 n=1

m=1

. (13) e



Gibbs Sampling Derivation for
LDA




Gibbs Sampling

» The key i1dea of the Gibbs sampling Is to sequentially update
each variable of the distribution according the conditional
probability given all the other variables.

 Take a distribution of the three variable (X, Y, Z) for
example, the Gibbs sampler makes the Markov chain transit
from (X;, Vi, Z;) t0 (Xi,1, Yis1,Zis1) DY the following steps:
— Draw x;,, from p(X|Y=y,, Z=z)
— Draw y;,, from p(Y|X=X;,,, Z=2))
— Draw z;,; from p(Z[X=X;,1, Y=Yj;1)




Recall Dirichlet Distribution

Thomas P. Minka. Estimating a Dirichlet Distribution. 2003, Technique Report.



Multinomial Distribution

@ Multinomial distribution is a multivariate generalization of the
binomial distribution. There are n independent trials, where each trial

results in exactly one of some fixed finite number k possible
outcomes, with probabilities py,--- , pr (so that p; > 0 for
=1, kand S pi = 1):

n!

xT €I
P(Xlzﬂﬂ'l,"‘,Xk:-fk;n,pl,"',pk): ] |p11-npk‘k
L1 T

: k
where X; means the number of event ¢, and )", z; =n



Dirichlet Distribution

@ Dirichlet distribution is a multivariate generalization of beta
distribution. The probability density function of the Dirichlet

distribution, with shape parameters a1, -+ ,ax > 0, is:
|| K
o; —1
f(gjlj‘“ s UK —1301, }{IK) — A(@*) qmi
1=

KT ol
where A(lﬁ) IU(ZE 1( )) and S8 z; =1 an

\.

Normalization factor




To Understand Dirichlet Distribution

e Dirichlet distribution is the distribution of distribution.

« Example

— Conduct a trial of tossing a coin 10000 times.

— If we get the result (2000,2000,2000,1500,1500,1000), which are
the occurring times of each number from 1 to 6, then the value of
Xq,... , Xg are (0.2,0.2,0.2,0.15,0.1).

— Suppose we conduct 10000 times of the above trial, we can get the
occurring probability of the distribution (0.2,0.2,0.2,0.15,0.1).




To Understand Dirichlet Distribution (Cont.)

 Dirichlet distribution are very often used as prior distribution in
Bayesian inference.

« When we have no prior information to favor one component over any
other, the simplest Dirichlet prior is selected the symmetric Dirichlet
distribution where all parameters are equal.

* In this case, the single value a Is called the concentration parameter.

— With a value much less than 1, the mass will be highly concentrated in a few
components, and all the rest will have almost no mass.

— With a value much greater than 1, the mass will be dispersed almost equally
among all the components.




Multinomial-Dirichlet Conjugate

cri—l

@ Assume prior distribution as P(z; aq, -+ ,ap) = ﬂ_(ﬂ) H1 LT and

likelihood distribution as P(y]Z) = m. nk. 1—[E 1Z; "

@ We can know the posterior distribution as:
P(Z|§) < P(y]Z)P(T) Hmﬂﬂﬁ”t—l

. 1 - . — ¢« .
0 Smce we need f(} [T, %™ 'da; = 1 and we know the definition

f{) i mn"da}l

@ Thus f{) . 1 (z; + a; — 1)”1(1&E = A(@+7 —1), where 77 = {n; })_,

o Therefore, P(Z|y) o AG +n 0 H1 | T “H'”*_l




Expectation of Dirichlet

e If p'~ Dir(p]d), then the expectation of any element p; is:

E(pz) — /0 p@'Dil’(ﬂ&’)dpi

_ F(Zszl)ak ' Bi—1
- H§:1 INETY ~/0 kl;[lpi
T (> i)k [Ty T(Bk)
Hf:l I'(ay) F(Zﬁil Br)
F(> i o) D(ai+1)
Plai) Tk +1)

8%

= e , Use I'(x + 1) = «I'(x)
D k1 Ok

o [ ont 1 k=i
k= oL otherwise.



Collapsed Gibbs Sampling Derivation for
LDA

Gregor Heinrich. Parameter estimation for text analysis. 2008, Technique Report.



Integrate Out ®

@ The basic idea is to integrate parameters © and ®, and only sample
the hidden variables Z.

@ We observe that, given W, parameters © and ® are conditional
independent. We integrate out each ¢; in Eq. 13 with respect to @,
because different ¢pwith regards to different topic z; are independent:

K o M N, . .
Powviz) = I / P68 TT TT PlwmnlB-,)dde (14)
k=1 m=1n=1
= 1 - n. gt tBe—1 ;7
= — T op " ag
,E/ A(ﬁ)g bt '
EAG+B)
= H Ak&ﬁ) aA(nk):{”-,k,t}L1



Integrate Out ®

@ In the same way, we integrate out each @,, in Eq. 13 with respect to
O, because different 0,,with regards to different document d,,, are
independent:

M N ~ ~
P(Z) = H/P |&)Hp(zm,n|9m)d9m (15)
M
-1/ (oangwm1
M

_ H A(itm + d) A(T) = { Pk F ey

Aa)




Collapsed Joint Probability

@ Thus we get:

K
P(Wﬂz)_HAnk—l_ﬁ)H nm—l—af)

k=1




LDA Gibbs Sampler

e The goal is to calculate P(z,,, = k|Z7™™ W).

e Assume wy, , =t.

o Because we know P(z,,, = k| Z7"" W) = Pé&f;m,v)

e Based on P(W, 2) =[], ﬂ‘f&;-’s} | ) M@, we can get :

A +8)  A(fm + @)

sz.n:k Zﬁmjn-:w — =T, n
Vimm = H ) A(@ ™™ + B) Alfim " + d)

L(n. gt + 6e)T (Zt A+ Be) Dk, + f:v,k)I‘(ZA o 4 ag)

D(n " + Be)T (zt:m.,kﬁ.ﬁt) [(n ﬂ”"*”+m)r<zkzlnm,m+a-a-J

_ . k.t + -’G}t —1 Nom k- + o — 1
[Z::l Nkt + -’L{gf] —1 [Zle Nk, + 0:';;] — 1
n.ge+ 0 —1
x ’ ! -~ (nm,k‘,- + o — l)

[ZLl Nt + Bt —1

Gregor Heinrich. Parameter estimation for text analysis. 2008, Technique Report.



Solve Parameters

@ The final objective is to estimate parameters © and .

@ According to Bayes' rules and Dirichlet prior, we can get :

Nm
P (0| Zm. @) = % [T P(2mnl0m) P (0| @) = Dir(0r] i, + &)
m n=1

P(¢x|Z2,W,5) = &x) P (1| ) = Dir(dy|iix+5)

H P(wmn

m,n:zm n=~K

Zﬁbk

@ Then we solve the expectation of Dirichlet distribution and get:

n. k.t + Bt
V

N k,- T Ok

— K
Z,‘C:l nm,k,' + ak

3 Cbk,f — (1?)

Gm,k



Algorithm

Q Initialize n,, .. and n. ;. ; as 0
© Repeat

Q@ Form=1to M
Forn=1to N,,

nm}zm,n,- - nm,zm,n,- —1

“ImnsWmmn n'}zm,nswm,n — 1

Sample topic z; according to Eq (16).

Nk, = N k.. + 1

n'}kawm..n — n'akswm,n _I_ 1
@ Until convergence;
@ Update © and ® according to Eq. (17).



Inference

Given a new document d_, we perform inference by

Assume w =t

m.k .

vt -1 n . +a —1

P(z =k|Z""" W)

14

Z(n +n, +5-1) Z(n a1

m.n

Where notations with > denotes the number in the new document.




Topic Model: Inference

Loan
000000

Money

Bank

Stream

River

documents—»

Can we recover the original topics and topic mixtures from this data?




Example of Gibbs Sampling

 Assign word tokens randomly to topics (e=topic
1, e=topic 2 )

Stream Bank Money Loan

River
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00 e e
O@®@ 000 @O0
00000 0000 e




After 1 1teration

» Apply sampling equation to each word token
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After 4 1terations
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Money
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Stream
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After 32 1terations

topic 2

bank .39
money .32

.29

loan

topic 1
stream .40

bank .35
river .25
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Loan
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Money

Stream
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(AN NON )

(A X XX XX )
(A XXX XX )
(N JON N N )

0 0O

® OO0 @O
(EOK X X X )
O X X X X )

OO0 e@O 0O
e eee
® OO OOO
OO O0O0O0
O OO0OO0O0O

O OO0 O
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Hyper-parameter Estimation

Stochastic EM (StEM) algorithm

Iteration(MCMC Gibbs sampling step)
For each Iteration
For each document ~
For each item
assign a topic from full conditional probability with

input of a and B - E-step
update count matrices.
End for
End for _
Esldhfate hyper-parameter a and 3 with input of updated } M-step
Galoulzaeiidocument-topic and topic-item distribution with count
matrices.




Hyper-parameter Estimation Methods

Sampling Based Method

Sampling new value of hyper-parameter from the posteriori distribution
o Random Walk Metropolis-Hastings sampling
o Adaptive Rejection Sampling

MAP (Maximum A Posteriori) Based Method

Obtain the new value by maximum a posterior probability using iteration methods.
o Fixed-point iteration
o Fixed-point by Leave-one-out Likelihood
o Newton-Raphson iteration



The sampling based method

The full conditional for Gibbs sampling of o can be obtained by

plal|?) oc p(Fa)pla)

Ality + a) a1 bo
mll ﬂx(;}& o

Then for each parameter, we have

p(ﬂr;"'&—fﬁ E)
p(ﬁ—H E)

p(arz' | {EE—;'-" E) = o p(ﬂ'!-,&_!-, E)

* p(Z|a)p(a)

) L, +a) T,
Hm[r(zk(nmﬁag) [(a) “

y



Analogously,

Analogously, the full conditional for Gibbs sampling of B can be obtained by

p(BIZ%) o p(ZB: w)p(B)
N I I AlA +5)
LAy

ﬁa—] o b8

For each parameter, we have

(B, B Z:W)
p(f.2:w)

p(B,| B..5:00) = < p(B. f.7:7)

« p(Z | B: i) p(B: i)

oC HJ L(ng + 7)) F(Zv ) H\

: . ga-l b4
.‘ﬁ.F(Z1J (nh +av)} ]-_'()B:} ). fj‘i )

There are also many other methods (some non-sampling based method). For
detalils, please refer to [Mink, 2000].



Experimental Results

Experiment Design

o Generate a synthetic data set using a predefined o and ®.
o Use different algorithms to recover both ®@ and the hyperparameters a.
o Compare the effectiveness of different learned algorithms.
o Compare the efficiency of different algorithms.

a={0.5, 1.5, 0.5, 1.5, 0.5, 1.5, 0.5} >=A B C D E F G

N 7

pixel N

—

recover

“‘document” X pixel



Performance of Recovering @

Normal convergence process of topic-word (@) distribution
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Performance of Recovering @

Topic-item similarity traces over Gibbs sampling steps.

280

260+

240+

Similarity
o]
%]
o

original

newton

fixedpoint

leave one out

metropolis hastings
adaptive rejection sampling
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0 10 20 30 40 50 60 70 80 90 100
# |teration



Performance of Recovering a

Average estimated value with different estimation methods & the
difference of between estimated value and real value.

Real 0.5 1.5 0.5 1.5 0.5 1.5 0.5
Newton 0.553 1.564 0.656 1.410 0.481 1.643 0.555
FixedPoint 0.488 1.476 0.533 1.374 0.462 1.478 0.892
LOO 0.495 1.195 0.444 1.258 0.576 1.076 0.683
MH 0.563 1.474 0.675 1.625 0.368 1.700 0.764
ARS 0.548 1.321 0.689 1.516 0.534 1.496 0.639

0.06

0.05
0.04

0.03

:ZZT [ [ |

Newton FixedPoint LOO MH ARS




Efficiency Comparison

Time Consumption comparison of each estimation methods.

2,500

2,000 - ¢

1,500 -

Time Cost(s)

1,000 -

AL

Newton FixedPoint LOO MH ARS




Conclusion

o Newton-Raphson method tends to be the best one in the experiment.

a In two sampling base methods, Metropolis-Hasting random walk is
easier to implement, but the performance of adaptive rejection
sampling seems a little better.

o In all the methods, the fixed point iteration using leave one out
likelihood method doesn’t need to calculate the special gamma
function, which make it more scalable.




Variational EM for Inference

- Another alternative algorithm for
learning LDA




Recall VVariational Inference
(Variational Mean-field)
Refer to another slides




Variational Inference Derivation for
LDA

BCD @
OrOTOo—e || = 5




Variational Inference

@ The objective is to compute posterior distribution of the parameters
©, ® and hidden variables Z:

. PO, ZW|a, A8
P(O,d, ZW,d,5) = L\ o ﬁ';“ P)

e Unfortunately, the normalization contains integrals of © and ®, and
summation of Z, making the coupling between © and @ in the
summation over Z, which is intractable to solve.

@ [he basic idea of Variational Inference is use a variational distribution
to approximate the original posterior distribution to drop the
dependences, i.e.,

M Nm

(0,2, 219, X,7) = q(©17)q(@X) [T T 2(zmm

m=1n=1

Vm,n)



L_ower Bound

e We begin by bounding the log likelihood of a corpus by using Jensen'’s

inequality:
L = logP(W log//ZP (0,d, Z|a, B)dOdd (18)
(©,®, Z|d@, f)q(0,d, 2)
= log//Z (0.0, 2) dOd®P

> / 3 4(0.®,2)log P(0. 9, Z) - [ 3" 40,8, 2)log ¢(0, @, 2)

= Eyflog P(0,®, Z,W|d, )] — Eyllogq(©, ®, 2)]



Continue

M —
£ = 3 Eyllog P(F|@)

m=1

K
+ S Eyllog P(8113)
k=1

M Ngp

+ 30 Eqllog P(zim.n|fm)]

M Npp

s Z Z Eq[lng P(wm,nhgzmﬁn )]

M —
— Z E [l{)g Q(Hml:f)]
m=1

K
— S By llog g( %)

=
—

M Npy
— Z Eq[log q(zm,n|Vz, 1 )]



Continue

M K K K K
L = {logI‘(Z ap) — > logD(ag) + > (ag —1) [ W(y) — ¥ (D ’}’Jc)] }
k=1 k=1

k=1 k=1
Vv Vv Vv Vv

+ > {log (> B) =D logT(Be) + > (Be— 1) [T(A) = T(D At)] }
t=1 i=1 t=1 —

Nm K

M K
+ T T S‘ Vi (T () — (S )
k=1

M K Vv Vv
+ 3OS wi () = e (S0 M)
m=1 k=1 t=1 t=1
M K
- > {logI‘(Z ) — > logD(vi) + > (v — 1) | () — Z ’}’k)] }
m=1 k=1
K Vv Vv Vv
- > {log PO M) =D logT(Ae) + D> (A — 1) | W(A) — (D )\1)] }
k=1 t=1 t=1 t=1 t—1
M N,

K
_ ;‘J y‘J ) V(k) logu(k)

m=1n=1 k=1




Appendix

We know the expected value of the log of a single probability component
under the Dirichlet as:

Ellogf;la] = V(a;) — V() ap)

] >

k=1

where U is the first derivative of the log Gamma function.




Appendix (Cont.)

Ey[log P(zpn, 5 |00m)] (21)
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ME
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Eq log P(wy, n|¢’z . )] (22)
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Solve Variational Parameters

Let
K v
6(ri) = W(v) = ¥ (Z n),mt) = Y@ - (Z At)
k=1 =1
Where
d r
Y0) = 21081 () = 13
So

K
3 _ ) TGy
G(ye) = Wlyw) — ¢ (; }r’f) T T) TCEew)



Rearrange the Lower Bound

M K K K
L= Z logl (hl n:k) — logT (Z }-k) Z logT'(ay) + Z log'(yy) + Z(ﬂ:k Vi) G(yi)

m=1 k=1 k=1
K Vv V V
+ Z logT ( ﬁ’t) —logT (Z At) - Z logT'(8,) + Z logT'(A,) + Z(ﬁt — )G,
k=1 t=1 t=1 t=1 t=1 t=1
M Nm K

+ 7 y ;v{k} (G(}r ) - lﬂgvm)

m=1n=1k=1




Partial Derivative of y,, ,

oL (%) "Lk Vi) F’(}’k)_
o “””(“k ”‘*Z ) G T~ 0

=G'(yx) (“k Vi + Z v ) + G(yy) — G(yy)

=G (Vk)(“k Yk"'z (k))—

Since G'(y,)#0, we obtain that




Partial Derivative of 1, ,

M Np
)  © I t) '(A)
2 Z”m*“‘”mf“) ) T Tay  F

Since G'(4,)#0, we obtain that

)\k:t_ﬁt_l_zm 1Zn 1anw?(rt1.)n




Partial Derivative of v_ ()

(k)
dL v
= G(ri) — log vy =5+ > @it G(L) = G(r) —logviy — 1+ Z OpnG (o)

(k) —
av‘m,n mn =1
=0
pU) = elﬂg"mn =exp| G( )+ (t) ZG(A) o G (f) ZG(A)
mn — p Yk Wy eXp (]’k) + Wi (
t=1

o W_Lp(i )z( (s L.J(i,h)))
k=1 t=1 =




Algorithm

Repeat
Initialize v* = =1/K for all m,n, k

Initialize v, 1 = oy, + —2 for all m, k

Initialize A\g; = B + 7 N for all k,t, where N is the number of words in
corpus.

Form =1 to M:
For n =1 to N,,:
For k =1 to K:

vinon o< exp [ (W) = TSR ) + 20 wid (2O = 2(ZY, M)

: k
Normalize I.-’T(n)n to sum to 1.

Until Convergence.
Update v, = ar + SN o8, for all m, k
Update A, = 8 + oM soNm 0 0l for all k.t

® 6 60



Collapsed Variational Inference
Derivation for LDA

Yee Whye Teh, David Newman, and Max Welling. A Collapsed Variational Bayesian Inference Algorithm for Latent Dirichlet
Allocationt. NIPS 2007



Collapsed Variational Inference

@ The basic idea of Collapsed Variational Inference is to first integrate
out ® and ®, and then only use one distribution variational parameter
v for z, i.e., q(Z|v).

@ By introducing independence assumption of {z,,}, we factorize
a(Z[v) into [Ty TTn"1 a(Zmnlvmn)

RL@ZWIIP(EZV)) _ () e get (Refer to PRML chapter

@ By setting

ayg,}n
10.1):
yg)n _ exp [Eq (In P(zpmp =k, 27" W))]

Zgzl exp [Ey (In P(zpn = K, Z7m0, W)



Collapsed Variational Inference (Cont.)

b expIE, (0 P — k2 W)
25:1 exp [Eq (In P(zmpn = K/, Z7m1 W)

mn

e For any value of z,,,, the joint probability P(Z™"" W) is a
constant. Thus we divide both the nominator and the denominator by
P(Z7™" W) and get:

P(zmn=k,Z7m:n W
eXp |:Eq (ln ( P(Z_'m’n,W) })]

k) —
mn K sz,n:ka’}z—'m,n}W)
S oY )

@ According to the collapsed joint probability in Eq. 16, we get :

P(zmn = k, 2™ W)

x n
P(Z~m.n W) thl n_'m 4 By




Collapsed Variational Inference (Cont.)

Then we get :
n.—|m,n +ﬁt
( ) ~ exp E,{ In = ’k’t_lm — + ln(n;n;n + ag)
=1M. i T O -

e We further approximate the function E|[In(x)] by first-order Taylor
expansion[Teh, 06]:

Eyln(n, )" + o) = In (az;g + Eq(n,, 1 ﬂ))

where E,(n,)",") is the aggregation of v, i.e.,
—m,n k
Eq(nm,k,- = Zn"#n VT(n,)n"'
e Finally we get:
E —|m N + IB
(k) (1 ) ‘ (Eqy(n,"y 7q‘) + ayg) (23)

T, T X 1V =, n
D E ( ) + 5y



Solve Original Parameters

Eo(nmk.) + o Ey,(n.rt) + B

. st',t —

Zf:l Eq(nm,k;) + O




Algorithm
(k)

@ Randomly initialize vy, for each m,n. k;

@ Randomly initialize n,, ;.. and n. ; ; by adding corresponding y}ff),,.l
together;

© Repeat

O Form=1to M

Q For n =1 to N,,

(6 Nk, = Nk, — I/T(r?)n

(7 N.jet = N ft — I"'r(::)n

Q Calculate Lf:,(n,k)n according to Eq. (23).
o N k,- = NMm k, + V'r(r.l:);"l,

10 N.jt =Nt + If’r.r(mflz,

@ Until convergence;
@ Update © and @ according to Eq. (24).




Applications




Document Modeling

 Perplexity iIs used to indicate the generalization
performance of a method.

 Specifically, we estimate a document modeling and
use this model to describe the new data set.

> log p(w )
W
perplexity(D, ) =exp{- m=l Mgp =

Z m=1 Nm

» LDA outperforms the other models including pLSlI,
Smoothed Unigram, and Smoothed Mixt. Unigrams.




Document Classification

e \We can use the LDA model results as the features

for classifiers. In this way, say 50 topics, we can
reduce the feature space by 99.6%.

» The experimental results show that such feature
reduction may decrease the accuracy only a little.

95 . T . T 93

LDA Fealures —— g4l ,’;

LDA Features —— |

Word Features — — - P'
Word Features — - —

0.05 01 0.15 02 025 0 0.05 01 015 02 0.25
Proportion of data used for training Proportion of data used for training




Document Clustering

 \WWe can also use the LDA model results as the
features for clustering algorithms.




Collaborative Filtering

« We can learn a model on a fully observed set of users. Then
for each unobserved user, we are shown all but one of the

movies preferred by that user and are asked to predict what
the held-out movie is.

 Precisely, define the predictive perplexity on M test uses as:

M
log p(w,, W, 1)
predictive— perplexity(D, )= exp{— Z =1 N, |V mIN, -1

;

M




Our Work related to Topic Model




Topic Browser

Topic 13: Computing programming

Commun. ACM , IFIP Congrg
Comput. Surv., Advance

~ 1w INFOCOM , IEEE

e Areas in Comig
' r ICNP

Topic 17: Human computer interaction

'@' B . M

Topic 18: Evolvable Hardware
b ‘ \

200 topics have been
discovered automatically
from the academic network

CHI Extent
Interacting

Evolvable Hardware ,
: Computing Frontiers ,

U

Hot words in Topic 16: Knowledge discovery and data mining

A e TS

Hot conferences/jounals in Topic 16:

data: 0,041032
discovery: 0.010956
classification: 0.010569
association: 0.008655
knowledge: 0.007820

mining: 0.041622
dustering: 0.014825
learning: 0.010630
rules: 0.008899
patterns: 0.007962

approach: 0.007636 algorithm: 0.007596
frequent: 0.007473 based: 0.007311
analysis: 0.007209 databases: 0.006211
efficient: 0.006129 web: 0.005417

text: 0.004908 detection: 0.004887

Word trends
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Active authors n Topic 16: Knowledge discovery and data mining
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Eamonn 3. Mohammed
Jawei Han Philip S. Yu Javeed Zaki
2=
a..éi
Snnivasan Charu C.
el Wang Parthasarathy Aggarwal Qiang Yang
Data Mining Association Rules

data stream

Data Mining Techniques
Evolving Data Streams
Mining Time Series Data

Association Mining

Data Streams

Mining Association Rules
data mining application

Topic Trend in Topic 16: Knowledge discovery and data mining

“

Ming-Syan Chen
g
-
5

3

Shusaku
Tsumoto

Topic Trend

19e8 1990 1992 1994 1996

Year

1998 2000 2002

2004 2006

K dge discovery and data mining

KDD: 0.143204

PAKDD: 0.106370

ICDM: 0.100502

PKDD: 0,082549

1EEE Trans. Knowl. Data Eng.: 0.064238
SDM: 0.047520

Intell. Data Anal.: 0.044338

SIGKDD Explorations: 0.037705

IDA: 0.033127

Knowl. Inf. Syst.: 0.030880

Data Min. Knowl. Discov.: 0.027447
DaWakK: 0.024374

CIKM: 0.022848

1ICOM Workshops: 0.022806

Discovery Science: 0.020771

MLDM: 0.017677
CIDM: 0.016194

). Intell. Inf. Syst.:
KDID: 0.007081
DMKD: 0.007059

0.008055

N
P
Publcations in Topic 16: Knowledge
discovery and data mining

Data Mining Techniques for Associations,
Clustering and Classification

Authors: Charu C. Aggarwal, Philip S. Yu.
In Proceedings: PAKDD
Published year: 1999

Data Mining for the Web
Authors: Myra Spiiopoulou.
In Proceedings: PKDD
Published year: 1999

On string dassification in data streams
Authors: Charu C. Aggarwal, Philip S. Yu.
In Proceedings: KDD

Published year: 2007

Matching in Time Series Databases
Authors: Eamonn J, Keogh, Padhraic Smyth,
In Proceedings: KDD

Published year: 1997

Knowledge Discovery and Data Mining:
Towards a Unifying Framework

Authors: Usama M. Fayyad, Gregory
Piatetsky-Shapwo, Padhraic Smyth,

In Proceedings: KDD
Published year: 1996

Efficiently mining frequent trees in a
forest

Authors: Mohammed Javeed Zaki,

In Proceedings: KDD

Published year: 2002

Mining of Evolving Data Streams with
Privacy Preservation

Authors: Phédip S. Yu.
In Proceedings: PAKDD
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Heterogeneous Academic Networks

Dr. Tang
ra iati SVM... .
P \ Assgiat:tate\ o /publlsb\ |J;CA|
Write/ writey 2 g :! i'ﬁi .
/ o X " In Academic Research
Tree e publish—y, write Limin Network
publish cite “'&5 \Q
publlsh ; p . ]
,SWC,/ / v\ (S Heterogeneous objects:
cite Prof. W .
" e Puplish Paper, Person, Conf./Journal
C'te o A/ert , write
a - e
Semantlc Annotation.,. Rel at' ons h I pS .
publlsh o
wrlte 2 .
4 *Conf./Journal publish paper
Challenges: *Paper cite paper

- How to model the heterogeneous objects
In a unified model?

- How to model the relationships between *Person is PC member of
the heterogeneous data? Conf./Journal

- How to apply the proposed model to
different applications?

*Person write paper

*Person is coauthor of person




Work1: Modeling social network
--Generative Story

» Generative process

Shafiei

NLP
IR P(c|z)

DM
P(w|z)

Milios

ICDM 0.23

KDD 0.19 \
0.23

mining
clustering  0.19
classification 0.17

ICML 0.23
NIPS 0.19

model  0.23
learning 0.19
boost 0.17

Paper
Latent Dirichlet Co-clustering
Shafiei and Milios
ICDM  NIPS

esent a generative model for
clusséeinpgocuments and terms.
Our model is a four hierarchical
bayesian model. We present efficient
infarencechniques based on
Markow Chain Monte Carlo. We
report results in document modeling,
document and terms clustering ...




Modeling Multiple Objects In Academic network
(KDD’08)

authors @ words @ @ @ @
RO OIRIO! O
X ) Ol o @
(a0 .
© 2, @ 9.
TOF{ @7@T

conference

ACT1 ACT2 ACT3




ACT Model 1

Generative process:

@ @ words 1. For each topic z, draw ¢ and 1, respectively from Dirichlet
authors ‘ priors 3, and g
‘:’ (I)
\ A /I 2. For each word wy; in document d:
% \/,6 e draw an author x4; from ag uniformly;
a (*:‘ e draw a topic zg; from a multinomial distribution &, ,
Ny 5 specitic to author x4;. where # is generated from a Dirich-
/ 3 let prior o
@»@ e draw a word wgq; from multinomial ¢, ;
To pIC ! e draw a conference stamp cg; from multinomial 7/, -
conference
ACT1 Plzgi, vai|f —qi . X_gi. W, C, v, 3, )

—di —d
mrdizm + Ctzd-!- ﬂ'.Z'ii_T.Ud;i_ + Swdi ngdicd + P"Cﬂ!

Zg[?nxdiz + &3’;' Z (nzm‘b + 3 :' Zc{n;ﬁf + P'-'c:]




Arnetminer data:
14,134 authors
10,716 papers
1,434 confs/journals

Evaluation measures:
pooled relevance
+ human judgement

Baselines:
- Language Model (LM)
- LDA
- Author Topic (AT)

Expertise Search Results
Method Object P@5 | P@10 | P@20 | R-pre | MAP
Paper 40.0 38.6 37.1 10.0 46.4
LM Author 65.7 44.3 25.0 58.8 734
Conference | 514 32.9 214 47.6 63.1
Average 524 38.6 27.9 38.8 61.0
LDA Paper 31.4 48.6 42.9 13.5 45.8
Paper 129 48.6 42.9 13.1 49.3
AT Author 82.9 45.7 25.7 73.5 78.1
Average 62.9 47.1 34.3 433 63./
Paper 42.9 45.7 43.6 16.6 51.0
ACTI Author 914 50.0 26.4 80.0 89.6
] Conference | 62.9 41.4 23.6 60.7 72.3
Average 65.7/ 45.7 31.2 52.4 71.0
Paper 42.9 47.1 39.3 15.0 47.7
ACT? Author 74.3 50.0 25.7 69.4 30.1
T Conference | 54.3 41.4 22.1 54.2 63.9
Average 571 46.2 29.1 46.2 63.9
Paper 4129 38.6 41.4 17.1 47.0
ACT3 Author 714 47.1 25.7 70.0 18.7
T Conference | 57.1 38.6 23.6 58.3 65.7
Average 57.1 41.4 30.2 48.5 63.8




Work2: Integration of Links
—A Unified Probabilistic Ranking Model (ICDM’08)

Conference

e The unified model integrates different kinds of objects, called

Author Graph G
Pn e heterogeneous graph.

e The weights p(did)), p(eld;), p(cid,), p(dile;), and p(djc;) are similarly
defined as uniform probability like PageRank.

¢ The key difference here is that the unified model integrates hidden theme
nodes and a virtual query node into the heterogeneous graph. Hence,
pOidy), p(8iq), p(di|6,), and p(g|6;) are calculated based on Mixture Model.

e The rank vector is: (where M is the transition probability matrix)
r=Ar,A=M"
e Finally, the model can rank different objects simultaneously.

r(di):ﬂ“ddx Z p(di|dj).r(dj)+ﬂ“edx Z P(df|ei)'r(ei)

(d;.d;)eEq; (e;.d;)eE,,

Web
service

Aqtﬁ@'\m +A,%x Y P(d|c)r(c)+A,x > P(d]0) 7))

(c;.d;)EE 4 (8;.d;)eEy,

Query: ontology alignment r(ei) = ﬁde % Z p(ei | dj) . r(dj)
(d; .)€k,

Ranking lists for “Information Extraction”

Hidden Theme
Graph G;

Conferences
Persons Papers r(c) = A, x Z p(c,| dj) . r(dj)
¢ Raymond J. Mooney * AAAI o Conditional random fields: Probabilistic models for segmenting and labeling sequence data. (d;.c;)€Ey,
o Andrew McCallum e ACL e Maximum entropy markov models for information extraction and segmentation.
e Fabio Ciravegna o [ICAI o Wrapper induction for information extraction.
e Nicholas Kushmerick « KDD e Learning information extraction rules for semi-structured and free text




Expertise Search Results

Method Ohbject P@s [ PE@10 | P@20 | R-pre | MAP
Paper 42.9 45.7 41.4 12.0 47.2

BM?25 Author ?T' | 47.1 26.4 67.5 E‘*’:”:
Conference| 51.4 38.6 22.9 48.8 66.0

Average 57.1 438 30.2 428 66.2

Paper 40.0 8.6 37.1 10.0 46.4

LM Author @5.7 44.3 25.0 S58.8 ?3.4

Conference| 51.4 329 21.4 47.6 631

Average 52.4 REX 27.9 RER 61.0

Paper 62.9 55.7 44.3 12.9 65.3

. Author 71.4 48.6 25.7 64.6 838
LM+RWI Conference| 60.0 35.7 22.1 533.6 64.6
Average 64.8 46.7 30.7 437 71.2

Paper 32.5 33.8 30 9.7 404

oLSI Author 65.15# 40.0 22.5 61?.4 73.5

Conference| 47.3 36.3 21.3 45.1 34.1

Average 48.3 36.7 24.6 384 56.7

LDA Paper 31.4 48.6 429 13.5 45.8
Paper 42.9 48.6 429 13.1 49.3

AT Author 82.9 45.7 25.7 735 78.1
Average 62.9 47.1 34.3 433 63.7

Paper 42.9 45.7 43.6 16.6 51.0

ACTI Author 01.4 50.0 26.4 80.0 89.6
Conference| 62.9 41.4 23.6 60.7 72.3

Average 63.7 45.7 31.2 324 71.0

Paper 68.6 61.4 50.7 17.1 66.6

, Author 80.0 51.4 27.1 T77.6 87.4
ACTIHRWE - ference| 62.9 | 429 | 236 | 595 | 720
Average T0.5 51.9 338 514 75.4




Worka3: Multi-topic based Query-oriented
Summarization (SDM’09)

J Topie 1: Generative probabilistic model

GO (‘)8 le what is topic model? Asvanced Soarcn LDA is a three-level hierarchical Bayesian
Web Results 1 - 10 of about 113,000,000 for what is topic ‘ ‘ m{)delj in v‘l'hICh eaCh ltem GF a L{)I Iel:t“}" 13 — .

ed docs:
Research on Top nt Dirichlet
Discrete Components o
the topic model plus don.

www.ics.uci.eduf~sm

wor-Topic Model,

. . - - s - !
zetel Challenging questions: it ot

psiexp.ss.uci.edulres

Readons: ook « How to identify the topics?
graph structure in the
ihome.ust.hk/~wxian

T Aot Toi * How to extract the summary for each topic?

The author-topic mo
generation of docume
www_datalab.uci_edu/

ed docs:
ror A Topic Moc

" le-L.DA: Anchoring
File F PO i X "
c;repusu,”:;‘stenur inference in topic models amounts to automatically discovering the obtain a generallve model Tor classircanon. .. Topics to People using

underlying ... in a topic model, where each topic is associated with ...

Face Recognition.
www.achveb.org/anthology-new/D/D07/D07-1109.pdf - Similar pages -

by J Boyd-Graber - Cited by 7 - Related articles - All 11 versions The collaborative ﬁltering task is as follows. 2. LDA-based document
Hidden Topic Markov Models 11 n : ! madels for ad-hoe retrieval.
EITFormat PDF/Adobe Acrobat - View as HTML we trﬂln 4 mﬂdel ona fl.l”}‘ ObSBT‘v ed Set Df 3 A TD[!iC Model for Word
Th the Bigram topic model [15]. the LDA collo- cation model and the Topical n- ; - F—
T oy madel e e el and the Topcal users. Then, for each unobserved user,... Sense Disambiguation.

www.cs.huji-ac.il/~amitg/aistats07.pdf - Similar pages -

by A Gruber - Cited by 10 - Related articles - All & versions




gLDA — Query Latent Dirichlet Allocation

Doc-specific
topic dist.
e Query-specific
@ }picdist.
(& i
If x=1 y P
. X=
coin
\ i ,/
Document
cluster g ) /




qLDA

1. For each topic ¢, draw the word distribution &, from
=0 Dirichlet(f)
/ 2. For each query ¢
- @ a) Draw a topic distribution 6, from Dirichlet(e,)
b) For each word w,; 1n query,
pocument @ 1) Draw a topic 7,; from 6,

o

If x

Sen®

cluster | Ny o We N
e 11) Draw a word w,; from @,,;
3. For each document d
—qi , —qt . . . - . B
(bt ns. o, o) = N tag  ng T, 0 a) Draw a topic mixture 8, from Dirichlet(a)
il t—gi, Wa, 0vg) = L Jat : : :
S g+ ag) 3, (0 + ) b) Draw the proportion between words associated with a
specific query and those associated with its general topic
P(zwg s Twy, = 0|Wa, Wg, z:d@'! Y, Vg, Oqs 3) = AZP(XZO\d)’“beM(?"q: y)
. — i
not 4 4, Moz, T Nazw,, T X ¢) For each word w,,
—di —di —di 1 3 1 v fr 1 — 1
n A v+ L 4 ng + ay) 1) T?S&_g coin x4 from A with x=hernoulli(1)
TN S 1) 1f x=0, _
= - ; a) Draw a topic z; from 6,
n , 4+ ni /
2y (g + nuye +5) b) Draw a word w,; from @_;
; 111) else
P(zwy,» Twy, = LWa, We, Z—di, Y, Vg, @, 3) = ) _
N 4 a) Draw a topic z; from 6,
—di | n e}
_ N4 dfr Y dlzwd; / b) Draw a word wy; from @._4
Nago + g g+ ). (ng +a)

—d% q Ié
n'zwdz_ W + n‘zwdi w4 ‘l_ .*3
Z —di q
v (?’lzwd’% v —I_ ?’lz wdi v —I_ '16) _



Topic Modeling with Regularization

Algorithm 1: Parameter estimation

1. initialize the parameters (6, 64, ¢) randomly;

2. run 200 burn-in sampling iterations using LDA [5];

The new objective function: 3. runa two-stage training process iteratively:
(a) train the model parameters (6. 6,. ¢) using the ob-
OS(Cr Q) = —fL(C) + (1 - g)R(C: Q) jective function O1(C, q) = —L(C') with a standard

Gibbs sampling procedure by setting the Dirichlet

. prior for each document as
with |:>

gz = ¢+ 1l

C q E u d q E 9 — 901_2)2 where 6. is the z-th dimension of the multinomial of
deC' query g with 1 < z < T ag- 18 a parameter specific
to the topic of document d; and 7 is a parameter.

(b) fix ¢, and re-estimate the multinomial € to minimize
O¢; we employ the algorithm proposed in [20] to
optimize Og, (i.e. run an iterative process to obtain
the new @ for each document d by minimizing the
objective function again.)

9é2+1) = ,u,@g) + (1 — p)w(d, q)0q-

where p 1s a coefficient to smooth the topic distribu-
tion between documents and the query.

T - E—




Results

Table 6: Results of different methods on the Epinions data.

_,fl_:q.'icf l

03 1 Method Rougel | Rouge2 | RougesUd
TF 0.28486 | 0.07579 010588
0.2 T pLSI (Max Score) 0.28763 | 0.0RO31 | 0.10215
pLSI(Sum Score) 0.28291 | 0.07628 0.10072
0 ] pLSI+TF (Max Score ) 0.28653 | 0.07956 0.10572
I d La. Lis pLSI+TF (Sum Score ) 0.29104 | 0.07832 0.10721
qSl 10 20 30 40 ) B0 LDA (Max Score) 0.29155 | 0.OB218 0.11245
02 , , , , LDA (Sum Score) 0.28761 | 0.07827 | 0.10671
LDA+TF (Max Score) 0.28483 | 0.07228 0.10403
= Tk 26 ! LDA+TF (Sum Score) | 0.29305 | 0.07802 | 0.10796
ok ] gLDA (Max Score) 0.29113 | 0.07765 | 0.10662
qLDA (Sum Score) 028815 | 0.0RIRO 0. 10803
m S — " l/ N gLDA+TF (Max Score) | 0.29698 | 0.07430 | 0.10741
oosk ‘“x..‘ ‘\-.| i qLDA +TF (Sum Score) | 0.30326 | 0.08774 011611
J TME (Max Score) 0.30453 | 0.08349 0.11590
0 Y 100 150 T TME (Sum Score) 0.31271 | 0.08960 0.11931
TMEA+TF (Max Score) 0.31647 | 0.0BRB1S 0.11758
Figure 3: Topic distribution for in D357 (T=60 and T=250). _TMR +TF {Sum Score) | 0.32375 | 0.09081 | 0.12894

The @ axis denotes topics and the vy axis denotes the occur-
rence probability of each topic in D357,

DUC 05 (document understanding conference)




Work4: Topic Distributions over Links on Web
(ICDM’09)

. . Citing/Source paper TOplC mOdellng
Citation context e over links

words

Efficient Document Retrieval in Main Memory

Topics distribution: L

_ 55% 20%  13% 12% Topics
Citation context ,
for the target fton__
paper [3] ——Our method increases query throughput by 15% over the method proposed by AT~
U and Moffat j_]_ while still remaining rank safe results.. />
Topic 27:
Information retrieval
Citation position/ R T e ——
link position .Impact-sorted indexes are described in a series of papers by Anh and Moffat [1. 2. 3]...
...Fagin et al. proposed a class of algorithms known as threshold algorithms [12]. These Other

algorithms, like the ones shown in this paper, ...

.. In our work, we process less index data by organizing the index for easy skipping and
query termination. Another way to process less data is to store less data in the index.
Static pruning methods remove information from the index that is unlikely to affect

query effectiveness. Carmel et al. considered this process [9]. More recently... Citation Relationship Type

Approach B Basic
...A similar technique has been used previously by Buettcher and Clarke [7].... e Colmparable work
Other

| ... Moffat and Zobel [14] suggest a method for determining this parameter. We use a
Qghtly different formulation in this paper...

Link semantics

Influence Strength

[ —] —_— Weak
— o  Middle
Cited/Target pap __ oassssms  Strong

/ / [14] Self-Indexing Inverted FIQ
[3] Pruned Query Evaluation for Fast Text Retrieval |

.
using Pre-computed Impacts — \ I /

[?] A Document-centric ] . .
| Approach to Static Index Pruning | /I [9] Static Index Pruning for \

. . | Information Retrieval Systems |
m ||I. in Text Retrieval Systems ; : . ¥ : -




Pairwise Restricted Boltzmann Machines

Citing/Soure paper

/— Efficiemt Docunsest Retrieval in Muois Memary \\
Tupics distribution: NG I
33% P b P
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paper | 5]
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oFagin el sl progesed 8 class of algoa@ens known as Beeshold slgarithms [12] Theee
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Results: Accuracy of Link Categorization

Approach Type Precision | Recall | Fl-measure Accuracy
drill down 64.09 53.60 538.24 88.50
SVM similar ??.66 83.34 80.33 76.59
nthar A AT S0 89 A1 77 70 71
— Topics (z°) Topics (z") Influential
di of Citing Papers of Cited Papers Strength
SVM+LDA Drill down (Basic theory)
Topic 37 Topic 51 -
{Pr[}babﬂligtic model) ”\fl:.wir'mllm antronv 3.05 ‘proaCh
di Topic 37 Source Paper [Target Paper Influence
SVM+RBM (Probabilistic model) Drill Down (Basic theory)
— Topic 13 Latent dirichlet allocation A variational bayesian framework | 2.36
@ (Semantic Web) for graphical models
Sin A sentiment-aware model for pre- [Probabilistic latent semantic analy- 1.93
gPRBM Topic 7 dicting sales S18
IR (Recommendation) Mining and summarizing customer [Foundations of statistical natural 3.25
di Topic 21 reviews language processing
dPRBM (Frequent pattern learning) Similar (Comparable work)
— Topic 26 Constraint-driven clustering Max-min d-cluster formation in | 2.00
a1 (Ranking & Inverted Index) wireless ad hoc networks
WPREBM HII]IT‘]S and coupled .l‘1mn.13 for |Gaussian observation hijclden 0.51
| Topic 26 multi-channel eeg classification markov models for eeg analysis
(Ranking & Inverted Index) Scalable collaborative filtering us- |Evaluating collaborative filtering | 1.51
Topic 26 ing cluster-based smoothing recommender systems
(Ranking & Inverted Index) Other
Topic 9 Latent dirichlet allocation Overview of the first text retrieval 3.93
(Clustering) conference
Utility scoring of product reviews |[Introduction to modern information | 3.16
retrieval
Sentiment analyzer: extracting sen- |Finding parts in very large corpora 271
timents about a given topic




Workb5: Towards Ontology Learning from
Folksonomies (IJCAI’09)

u" delicious [N

Everyone's Bookmarks for:
The Friend of a Friend (FOAF) project

www.foaf-project.org/

People have saved this ATl times, and 351 wrote notes. [t was first bookmarked on 20 Dec 03, by
evanp.
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Integrating Folksonomies with the Semantic Web
by: Lucia Specia, Enrico Motta

The Semantic Web: Ressarch and Applications (2007), pp. 624-639.
Citation Format
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Find related articles with these CiteULike tags
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Towards Ontology Learning from Folksonomies

u" delicious [N

Everyone's Bookmarks for:

The Friend of a Friend (FOAF) project
roject.org/

www. foaf-pi

People have saved this ATl times, and 351 wrote notes. [t was first bookmarked on 20 Dec 03, by
evanp.

Everyone's bookmarks for this web page
| 11JuL 02 [ TomDong socialcomputing language standards |

05JUL0S [ angelcervera foaf socia semanticweb rdf web2.0 web semantic
web
I~ m arne ‘ NAata mining

microformats

Several key challenges: ]
* How to define this problem in a principled way?
* How to model the synonym/hypernym/homonym
" petween tags?
*How to construct the hierarchical ontology according to
= the modeling results?

= 20

cit

co
folksonomies, _folksonomies, folksonomy, fromciteulike, integration, kmi,

mott o-tag
ontologies, ontology, ontologyfolksonomy, ots-wiki, patterns, semantic, semantics
semanticweb, semantic web, semantic-web, semweb, social network, social-tagaging

tagg
specia, tag clustering, tag-clustering, tag-filtering, tagging, taxonomy, web, web2
web20, wikipedia, wordnet




Our Solution

1. Use topic to model tags
and documents.

2. Define four divergence
measures to estimate the
difference between tags.

3. Present an algorithm to
construct the hierarchical
structuke fvom the tags.




Tag-Topic (TT) Models

Generative process:

1. For each topic z, draw a multinomial distribution ¢. from a

L VPR ] Dirichlet prior 3.
QI vl 0 & \B //'_' @ . 2. For each word wg; in the document d:

= (a) draw a tag a1y, from 7, nm’mrmlv
\‘\h
J (b) draw a topic from a multinomial distribution @, ,. spe-
£ \ £ cific to the tag wg4;, where & is generated from a Dirichlet
vl U W prior o : -
- =N, (¢) draw a word wg, rom the multinomial distribution ¢, .
D

Topic
Tag-Topic (TT) Models

P(Z,U’W,t‘a,ﬁ)
P(Z_d;‘, U_q4;, W, t‘as /3)
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Topic Smoothing

The new objective function:

0.(D,G) = —eL(D)|+ (1 — )R(D. G)

with

p
RID.GY=F£ 3" witity)y (0.2, —6,2,)°
E=1

[ty tj)eG

Smoothing term

Log-likelihood of the
tag-topic (TT) model.

Algorithm: Parameter estimation

1
2.
"J‘.

. initialize the parameters (#, ¢) randomly:

run 200 burn-in iterations using Equation (4);

. run a two-stage training iteratively:

(a)

train the model parameters (@, ¢) using the objec-
tive function Oy (D, G) = —L(D) with a standard
Gibbs sampling procedure (Equation (4)) by setting
the Dirichlet prior for each tag £; as

2 O

(tutj JeG

atisza—i—(l—f

where 61 is the k-th dimension of the multinomial
of tag t with 1 < k < K. |G¢| is the number of
neighbors of tag ¢ in the tag network G

(b)

fix ¢, and re-estimate the multinomial # to minimize
O.; we employ the algorithm proposed in [Mei et al..
2008] to optimize O., (i.c. run an iterative process
to obtain the new @ for each tag ¢ by minimizing the
objective function again.)

()
Z(t“ J)EC‘ t t Jgt k
E(t“t }EC‘ t“t-?j

where ~ is a coefficient to smooth the topic distribu-
tion among the neighbors.

9('34—1) 9(1'1) 4 (1 _




Divergence Estimation

« Tag divergence | P comated lopic
diverg(ti t;) = Dicr (8, 16:;) = > 0u,-log g:
« Hypernym-divergence - Posterior probability
» Merging-divergence -
merg — diverg(t;, t;) = %(dﬂ*ﬂ? g(ti, t;) + diverg(t;. ti))

Keep-divergence

keep — diverg(t;,t;) = =(merg — diverg(t;, t;) +

1
2
(maxy(diverg(t;,tx) — diverg(t;,tx))))




Hierarchical Structure Construction

l.
2

divergence
LN

Correspond to a

initialize the tree O by taking all tags as the leaf nodes: <

argmin;z;Operation(t;, t;) + AMog(N)

initialize a concept set A with all tags:

/.

-
2.

Step 1.

Step 2.

4.
5.

do{ /
(a) find a pair of tags (or virtual tag/concepts) (£;. t;) with an operation

from A that minimizes the objective function (10);

(b) execute the operation:

1. for Subordinate, assign t; as the hypernym of £ ;. remove £ ; from
A. and move ti as the parent node of t; in O:

1. for Merge, create a virtual concept ¢;; by combining ¢; and £ ;.
add 1t to A as well to O as a leaf node, remove t; and £; from
both A and O, and calculate the divergences of the new concept
c; 4 with all others tags in A.

1. for Keep, create a virtual concept c;; as the hypernym of both £;
and t;, add ¢;; as the parent node of £; and £; 1n O, add ¢;; to
A, remove t; and t; from A, and calculate the divergences of the
new concept ¢;; with all others tags in A.

funtil [A| < 1://]A| is the number of elements in A.

return the hierarchical tree O.

/

Penalty to the
complex of the
generated hierarchy




Case Study—movie

Merging e
erging

Merging | cartoon | looney tunes |

bugs bunny

erging
| chicken | daffy-duck |
duck | donald duck |’

VIErging Merging
dog cartoon )

Merging —— 1 "%

| cat versus mouse |
tom and jerry

Merging

automobile
automobile race

horse racing
horse race

By clustering

porky pig

minnie [ erging dog cartoon horse racin
: : g
mouse ‘ chicken ‘ daffy-duck h cartoon cat automobile race

horse race

duck | donald duck [’ bl

Merging
| cat versus mouse |

tom and jerry

By TT with smoothing




Case Study—paper

Merging
ontologies | ontology

clustering

link-analysis

hierarchical-clustering

Merging

semantic H semantics = radioloav

Merging
‘ semanticweb ‘ semantic-web ‘

semantic_web clustering
web-graph \‘v—_‘/ima

Merging
ontologies ‘ ontology

taxonomy

indexing

system-
biology

knowledge-
discovery

| image-processing |

By TT with smoothing
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Red color-good theoretical analysis
Blue color-good applications.
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http://aminer.org



http://keg.cs.tsinghua.edu.cn/persons/tj/
http://arnetminer.org/

Appendix




Variational Inference

@ Suppose all observations are X, and all hidden variables are Z. Our
goal is to find an approximation for the posterior distribution P(Z|X)
as well as for the model evidence P(X).

@ We can decompose the log marginal probability :

In P(X) = L+ KL(q||P)

where :
£@= [az)m P;fz’)z )iz
KLallP) = - [ a2 w7 iz

@ The maximum of the lower bound occurs when the KL divergence
vanishes, which occurs when ¢(Z) equals the true posterior
distribution P(Z|X). However, the true posterior distribution is
Intractable.

@ Our goal is to restrict the family of ¢(Z) sufficiently that they

____comporise onlv tractable distributions. -~~~ -~~~ -~ -
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Factorized Distributions

@ We assume ¢ distribution can factorize as:
M
a(2) =[] a:(2)
i=1

@ The factorized form of variational inference is called mean field theory.
@ We wish to make a free form optimization of £(q) with respect to all
the distributions ¢;(Z;), which we do by optimizing with respect to

each of the factors in turn.

L(g) = qui (m P(X,Z) —Zln q,;) dz (8)

/Qj (/lnP(X: Z)Hquzi) dZ; —/Q'j Ingq,;dZ; + const

EaV]

= qu In P(X, Z;)dZ; —qu Ing;dZ; + const

where In P(X, Z;) = E;+;[In P(X, Z)] 4 const




Factorized Distributions (Cont.)

e The maximizing £(q) is equivalent to minimizing the KL divergence,

and the minimum occurs when ¢;(Z;) = P(X, Z;). Thus we obtain
the optimal solution as:

Inq;(Z;) = Eizj|[ln P(X, Z)| + const

e It says the log of the optimal solution for factor g; is obtained simply
by considering the log of the joint distribution over all hidden and
visible variables and then taking the expectation with respect to all of
the other factors {q;} for i # j.

@ We seek a consistent solution by first initializing all of the factors
qi(Z;) appropriately and then cycling through the factors and
replacing each in turn with a revised estimate given by the above
equitation evaluated using the current estimates for all of the other

factors.




